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My AI Builds Polished, Accurate
Decks. That’s Why It Takes Hours.
I built a custom Claude plugin that makes C-level-ready decks, then measured every turn, tool
call and token it takes. The hours turned out to be the price of the polish and accuracy I
designed for.
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B Y  T H E  N U M B E R S

11 sec
to render, check and image a
finished deck in one pass. Building
the fastest version from a cold start
takes roughly 107 minutes.

Plugin run telemetry, November 2026

95%
of the variation in run time across
65 measured agent runs is
explained by two things: output
tokens written and turns taken.

Plugin run telemetry, 65 runs, 839 agent-
minutes

363
turns used by today’s draft stages.
Thirty minutes of stages has room
for about 150.

Plugin run telemetry; budget from the fitted
time law

Eleven seconds to render and check a deck, nearly two hours to
build one
I really like what my custom Claude plugin produces. Give it a brief and it returns the kind of deck I would put in
front of a chief executive or a board: a clear storyline, action titles, every figure sourced, the pages clean. The
downside is the clock. A run takes hours. And I kept finding that I needed something less polished and much quick‐
er, for a weekly status update, say. That need is what started this analysis.

So I measured where the time goes, using the plugin’s own run records: every turn, every tool call and every token.
One number stopped me. Once a deck is finished, a single pass to render it, run every automated check on it and
image the pages takes about 11 seconds. Yet the fastest version of the plugin needs roughly 107 minutes of run
time from a cold start, and the client-ready version about 204 minutes, not counting research. The software is fast.
Something else is using up nearly two hours.

The question I set myself was simple. Could a version finish in thirty minutes?

The plugin is polished, accurate and slow for the same reason: I designed it for perfection, and perfection is paid in
turns and tokens. Turns are the round trips between the AI and its files; tokens are the words it writes, its own
thinking included. A thirty-minute version would be doing a different job from the full run. Part 2 covers what I will
change, and which kinds of confidence a quicker job can do without.
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Every review in the plugin found something on its first pass
First, what the hours buy. The plugin works the way a good consulting team does, in stages. It researches the
question and writes a  storyline.  A fresh-eyes “partner”,  a  reviewer that  never  saw the drafting,  critiques that
storyline before a single slide exists. Then the plugin builds the deck and runs quality assurance, with a devil’s ad‐
vocate on the research and a stress test on the finished claims. Every figure carries its source and a confidence
rating. On the reference brief I  test it  with, research alone built  an evidence register of 90 entries in about 30
minutes. Where a number is missing, the plugin leaves a visible bracket instead of guessing. Researchers argued in
2025 that language models hallucinate partly because the way they are trained and tested rewards a confident
guess over an honest “I don’t know”.

Much of that rigor comes from cycles. A cycle is a loop: a reviewer sends the work back, the stage that wrote it re‐
vises it, and the reviewer reads it again. The storyline goes to partner review and back. The finished deck goes to
QA and back, through a fix cycle.

The loops find real problems. On each of the last four quality runs, the first partner review sent the storyline back
for revision, with 18 to 23 requests on the runs where they were counted, and the first full QA found between two
and seven major issues. On the two most recent runs, none of those review requests was structural: the storyline’s
shape held, and the fixes were inside it. The research devil’s advocate weakened three of the five claims it tested,
and the stress test weakens five to seven claims per deck.

Every loop adds work. The client-ready run on the current version took 19 agent launches. The storyline was writ‐
ten three times and reviewed three times, and the build and QA each ran twice. It graded 96 on the plugin’s own
100-point rubric. That grade is my rubric, applied to one reference brief: a measure of how rigorous the process is,
and short of a market-tested accuracy rate.

I built for “right” before “fast” because that is what my readers worry about. In a McKinsey survey published in
March 2026, 74% of about 500 organizations surveyed called inaccuracy a highly relevant AI risk. In a University of
Melbourne global study of more than 48,000 people in 47 countries, fielded from late 2024 to early 2025, about
two-thirds of the employees who answered its questions on using AI at work said they rely on AI output without
checking its accuracy, by their own account. And in 2025 a 237-page report written for a government department
in Australia was found to cite research that does not exist and to carry a fabricated quote attributed to a court. The
revised report disclosed that generative AI had been used, and the consulting firm that wrote it agreed to refund
part of its fee.

From a cold start, even the fastest version takes roughly 107
minutes, and cutting stages won’t fix it
A weekly status update needs a quick turnaround, so the fastest version is the one to time. A word on clocks first,
because AI run times are easy to misread. The plugin counts time three ways. Agent-minutes add up every agent’s
time, so two agents working at once count twice. Pipeline time runs from the first agent’s start to the last one’s fin‐
ish. Then there is the clock you feel, from sending the request to receiving the file, and none of the plugin’s pub‐
lished figures is that one. The client-ready run shows how the first two relate. It logged about 220 agent-minutes
inside 204 minutes of pipeline time, and the two sit close together because its agents mostly worked one after an‐
other.
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The fastest version is the quick first draft. It already skips the partner review, the de-AI pass, the stress test and
the fix cycles. From a cold start it still comes to roughly 107 minutes of run time. About 30 of those go to research.
The rest is four stages: the storyline (about 20 minutes) turns the research into an argument, the build (about 30)
turns the argument into slides, visual polish (about 14) cleans up the look of the rendered pages, and QA (about 13)
checks the finished deck. They average about 19 minutes each, and the time is spread across all four, so there is
no obvious one to cut.

I assembled the 107 from two measurements taken on different versions of the plugin: research in September, on
an earlier version, and the four stages on 1 November. It leaves out the intake and the hand-offs between stages,
so the felt clock runs longer, and for a weekly status update the felt clock is the one that decides whether the deck
is ready in time. Getting from there to thirty minutes means cutting more than two-thirds of the time.

The obvious fix is to drop another stage. Exhibit 1 shows what that buys. Take out visual polish as well and the cold
run comes to about 93 minutes, or about 63 not counting research, and the deck loses the only pass that looks at
the rendered pages. Research on its own takes about as long as the whole goal. The time is inside the stages.

E X H I B I T  1

Dropping stages takes a cold first draft from about 107 minutes to about
93, not thirty.

Source: author’s analysis of the plugin’s run telemetry, 1 November 2026. Stages are first attempts measured on 1 November under the client-ready pro‐
file, so they slightly overstate a draft’s work; research (about 30 minutes) was measured on 23 September 2026 on an earlier version. The 107 is as‐
sembled from those two measurements. The draft already skips partner review, de-AI, the stress test and fix cycles.

A minute is made of tokens and turns
I took 65 measured agent runs from the plugin’s own telemetry: 839 agent-minutes, about 4,000 turns and 4.4 mil‐
lion output tokens in all. Then I looked for what predicted each run’s length. Two things were enough. The first is
turns. A turn is one round trip: the AI asks for something (a file, a search, a check), gets it back and decides what to
do next. The second is output tokens, the small fragments of text the AI writes, its thinking included.

Research Storyline Build Polish QA

Quick first draft
today, cold start 30 20.4 30.1 13.7 12.9 ≈107

Same, with visual
polish dropped 30 20.4 30.1 12.9 ≈93

The goal 30 30 minutes (a goal, not a measurement)

0 30 60 90 120

Minutes of run time; segments are stages, in order

E V O N O V A  A D V I S O R S AI Workflow Design · Insights

© 2026 EvoNova Advisors evonovaadvisors.com Page 3



By the fit, each turn costs about 3.6 seconds and each 1,000 output tokens about 8 seconds. Those two rates are
the whole model, a time law that explains 95% of the variation in run time across the 65 runs. A model can flatter
the data it was fitted on, so I tested it on runs it had not seen. Fitted only on runs of an earlier version, the law put
today’s four draft stages at 77.5 minutes; they took 77.1. Stage by stage it can miss by a few minutes, so the claim
holds for the whole draft path. Its scope is narrow: one family of models, one setup, and time spent waiting on the
web left out.

If you assume AI is slow because the software is slow, this is where the data disagrees. Once a deck exists, render‐
ing it takes under a second and the full battery of automated checks about seven; with a PDF and the page im‐
ages, the whole pass comes to about 11 seconds. Across a writing stage, running tools takes 1–7% of the time.
Thinking is 39% of the storyline stage and 43% of the build, and it sits inside the token count, because thinking is
one of the things the AI writes. Nearly everything else is round trips and words. Exhibit 2 breaks a run’s minutes
down and tags each part with what it buys.

E X H I B I T  2

Tokens written and turns taken explain 95% of the variation in run time
across 65 runs; one pass to render and check a finished deck takes about
11 seconds.

Source: author’s analysis of the plugin’s run telemetry, 65 agent runs, 1 November 2026; fit on one model family in one setup, web waits excluded. The fit
has no third term, so tool time sits inside the turns. One client-ready deck: 1,072 turns, 1,184 tool calls (684 of them reads), about 1.19 million output tokens.
Out of sample: fitted only on runs of an earlier version, the law put today’s four draft stages at 77.5 minutes; they took 77.1.

Much of the spend buys accuracy, and most of that is reading. In the four stages a draft keeps, reads make up
57–68% of the tool calls. In the storyline stage, 66 of its 99 tool calls were reads or searches, and 51 of those 66

Thinking: about 40% of building-stage time (39% storyline,
43% build)
B U Y S A C C U R A C Y A N D P O L I S H

Writing twice: a 74 KB outline re-expressed as a 206 KB
spec; 34 of one slide’s 37 elements placed by hand
B U Y S P O L I S H

Reading: 57–68% of tool calls; in the storyline stage, 51 of
66 reads into the plugin’s own reference files; about half a
megabyte read before the first write
B U Y S A C C U R A C Y

Loops: 19 launches in a client-ready run; first review sent
back for revision, first QA 2–7 major findings
B U Y S A C C U R A C Y A N D P O L I S H

Running tools: 1–7% of a writing stage; one
render-check-image pass of a finished deck about 11
seconds
T H E S O F T W A R E I T S E L F

Token term
about 8 seconds per
1,000 output tokens

Turn term
about 3.6 seconds
per turn

Minutes per run
65 runs, 839 agent-minutes;
the two-term fit explains 95%
of the variation across runs
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went into the plugin’s own reference files, its rulebooks on structure, evidence and style. Each of those reads is a
round trip, and each round trip is on the bill.

Then come the cycles. Every fresh reviewer starts by re-reading what it is about to judge, and every send-back
makes the writer re-read and rewrite. That re-reading is where both the assurance and the hours come from, and
it is why a loop that finds problems on every first pass also adds turns on every first pass.

The rest buys polish, as the plugin makes it today. The build effectively writes every slide twice. The storyline
stage’s outline of the slides runs to about 74 kilobytes; the build then re-expresses the same slides as a deck spe‐
cification of about 206 kilobytes. On one complex slide, a driver tree, 34 of its 37 elements are placed by hand, co‐
ordinate by coordinate. All of that is written out, so all of it lands in the token term. A visual-polish pass then goes
over the result, and in a client-ready run a fix cycle goes over it again. Much of polish is mechanical, and mechanic‐
al work can be quick. Here the expense sits in the way this plugin produces it.

Add up a single client-ready deck and the scale is plain. Across its 19 launches, the agents took 1,072 turns, made
1,184 tool calls (684 of them reads) and wrote about 1.19 million output tokens. Run those through the law and the
turns come to roughly an hour of agent time and the words to about 160 agent-minutes: about 224 between them,
against the 220 the run logged. That is time summed across agents rather than on the wall clock, and this run is
one of those the law was fitted on, so treat it as an illustration of the law at work. Each step is quick, and there are
more than a thousand of them.

I made it inefficient on purpose
A lot of those turns are there because I put them there. I designed the plugin to read its reference files a section at
a time rather than whole, to reduce hallucination, and I knew it would take many more turns. Each read stays small,
and the number of reads multiplies. Before writing a word, the storyline and build stages each read about half a
megabyte, one section at a time.

Picture a very fast librarian who walks into the stacks, reads one paragraph, walks back to the desk, writes one
sentence, then walks back for the next paragraph. It looks inefficient. I would call it cautious. It will not carry ten
books back to the desk and trust its memory of them. In the storyline stage, 51 of its 66 walks went to the plugin’s
own rulebooks. Each walk is quick. A thousand walks take an hour, which is roughly what the 1,072 turns of one cli‐
ent-ready deck come to.

The caution has a reason behind it. A peer-reviewed study published in 2024, on models from 2023, found that the
models it tested used information in the middle of a long input markedly worse than information at the start or the
end. Those models are dated, and I would not state the effect as a rule for today’s. The study still matters because
it describes the failure I was designing against. A 2025 study of 18 models, by a company that sells retrieval soft‐
ware, found that reliability fell as inputs grew longer. The plugin’s other accuracy controls cost turns the same way.
A reviewer that never saw the drafting has to read its way in before it can judge anything, and that independence is
the reason to have it.

The bet has a serious counterweight. A 2024 study found that, given enough resources, letting a model read
everything beat feeding it selected passages, on average. Nothing in my own data isolates what the section-at-a-
time rule is worth: I have not run the same brief both ways and compared the results. It is a reasoned bet whose
price shows up in the turn count.
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Grounding a model in sources also reduces hallucination without ending it. Commercial legal research tools, as
tested in 2024, still gave incorrect or misgrounded answers 17–33% of the time. Even my own test suite still flags
“no invented statistics” as a weak spot, which is why the plugin checks so much and leaves a bracket rather than a
guess.

Thirty minutes means changing the shape of the work
If the minutes are the price of polish and accuracy, a faster version has to choose what it stops buying. None of the
easy answers gets there on its own.

Fewer stages gets to about an hour not counting research, about 93 minutes from a cold start. Faster software has
little to give, since the software’s own work takes seconds a pass. A faster model is less of an answer than it
sounds: in the one clean test I have, on the visual-polish stage, the quickest run came from the bigger model think‐
ing less, ahead of the faster model. More agents help where the work divides, and much of building a storyline is
tightly sequential, each step leaning on the one before. One recent preprint found that multi-agent setups helped
on work that splits cleanly and hurt on a tightly sequential planning task.

Exhibit 3 sizes the gap in the units that cost time. If all thirty minutes went to the stages, run one after another,
there would be room for roughly 150 turns and 155,000 output tokens. Today’s draft stages use 363 turns and
413,000 tokens, and a cold run has to fit research in as well, so the real gap is wider. By the law, today’s 413,000
tokens alone would take about 56 minutes, nearly twice the goal, before a single round trip is counted. So the
stages have to read and write less than half of what they do now, or run side by side. In practice it will take both.

Part 2 will test four levers: reading from a prepared pack instead of walking to the stacks, writing each slide once,
working side by side only where the work divides, and thinking hard only where judgment is needed.

E X H I B I T  3

Thirty minutes of stages has room for about 150 turns and 155,000 tokens;
today’s draft stages use 363 and 413,000.

Source: author’s analysis of the plugin’s run telemetry, 1 November 2026; room computed from the fitted time law, assuming all thirty minutes go to the
stages run one after another. A cold run must also fit research, so the real gap is wider. Draft-stage totals are measured (412,915 tokens shown as
413,000).

Turns

150

Room in thirty
minutes

363

Draft stages
today

Output tokens

155,000

Room in thirty
minutes

413,000

Draft stages
today
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A weekly status update does not need everything a board deck needs. The thirty-minute version I am after is a
deck matched to that job. Part 2 is about which confidence it can do without, while keeping the craft, which today
costs what it does because of how the plugin makes it.

Four questions to ask of any AI workflow
The same questions apply to any AI workflow you are building or buying. In Gartner’s 2025 survey of 183 finance
leaders, 59% said they use AI in their finance function, about where it stood a year earlier. Adoption had levelled off
in 2025, so for many finance leaders the live question is how these workflows are designed.

The hours are a price I chose; a weekly update shouldn’t have to
pay all of it
Back to where I started: about 11 seconds to render and check a finished deck, nearly two hours of run time to
build the fastest version from a cold start, and more than a thousand round trips for a client-ready one. I did not
stumble into that gap. I chose it, in pursuit of perfect polish and no hallucinations, and I paid for it in turns and
tokens. For a C-level-ready deck, that perfection is what I want.

The measurements turned a vague complaint, that a run takes hours, into a bill I can read: so many round trips, so
many words, and what each one buys. A weekly status update is a different job. In Part 2 I will look at what has to
change inside the stages to get a version to thirty minutes for jobs like that one, and which confidence it gives up
to get there. Any AI workflow spends the same currency, and it is worth knowing what yours is buying.

An EvoNova Advisors Insight, Part 1 of 2. Run figures come from the author’s analysis of his custom Claude

plugin’s own telemetry: 65 measured agent runs and timings taken on 1 November 2026, with research

measured on 23 September 2026 on an earlier version. The 107-minute cold run is assembled from those

two measurements. Outside studies are cited from their publishers, with their dates and limits; preprints

and vendor-published research are labeled.

Which clock are you measuring? Ask for the time from your request to a usable file, the one you feel, rather
than a vendor’s run time. My own 107 minutes leaves out the intake and the hand-offs, and I built the thing.

1

Where do the minutes go? Count round trips and words written before you blame the software, or pay to
upgrade it. In my plugin, the software’s pass took seconds and the words took hours.

2

Which of your accuracy controls carry the weight, and what does each one cost in time? Every review loop in
my plugin found something, and every one is paid for in re-reading. A review step you cannot price, you
cannot trade.

3

Before you ask for faster, which confidence are you willing to give up, and who checks the output if the
workflow no longer does? My answer for a weekly status update is not my answer for a board deck.

4
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An EvoNova Advisors Insight, built on the author’s own run telemetry and on published research on hallucination, long inputs and multi-agent systems.
Survey findings are cited with their sample sizes; preprints and vendor-published research are labeled; no figure in this piece is a price.
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