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The Harness
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enterprise — and what the six percent of companies
capturing real value are doing differently.
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O P E N I N G

The productivity paradox that
keeps showing up on the
income statement.
Two numbers describe the state of enterprise AI. Microsoft found
that 75% of knowledge workers use AI at work, and 78% of those
users bring their own tools into the office. McKinsey found that
only 6% of companies report capturing 5% or more of EBIT from
AI.

E X H I B I T  0 1 The productivity paradox: individual adoption is rising faster
than enterprise value capture.

I N D I V I D U A L  A D O P T I O N

78%
of knowledge-worker AI users are bringing
their own tools to work.

E N T E R P R I S E  V A L U E  C A P T U R E

6%
of companies report capturing 5%+ of EBIT
from AI.

Source: Microsoft 2024 Work Trend Index (BYOAI figure); McKinsey State of AI, 2025. Both figures as reported by the source organizations.

Both numbers are right. Together, they describe the
defining strategic failure of the current AI cycle.

AI is not failing at work. It is succeeding spectacularly
— for individuals. Employees draft faster, research
faster, reconcile faster, model faster. Ask any finance
team how many hours AI has given them back this
quarter and you will hear an honest, enthusiastic
answer.

Then ask the CFO whether those hours show up in
the P&L. The honest answer is usually no.

That gap — between individual productivity and
enterprise outcomes — is the most important
unsolved problem in corporate AI. It is not a
technology problem. It is not a talent problem. It is a
harness problem. Until leaders understand what a
harness is and why it matters, they will continue to
pay for AI at the employee level while competitors
quietly learn to compound it at the enterprise level.

T H E  P R O D U C T I V I T Y  PA R A D O X

The disconnect is striking once you line the numbers
up. On the adoption side, the picture is uniformly
bullish. KPMG's 2025 Global AI in Finance Report
found that 71% of finance organizations are actively
using AI. Gartner reported that 58% of finance
functions used AI in 2024 — more than double the
2023 level — and expects 90% adoption by 2026.

The Institute of Management Accountants and
Deloitte found that controllership AI adoption is
projected to double within three to five years. Usage
is not the bottleneck.

On the value-capture side, the picture is jarring.
MIT's NANDA initiative analyzed roughly 300 public
enterprise AI deployments and concluded that
approximately 95% of generative AI pilots produced
no measurable business return, even as enterprises
invested $30–40 billion. Gartner forecasts that at
least 60% of AI projects will be abandoned through
2026 for lack of AI-ready data. BCG found that
roughly 60% of companies generate no material
value from AI; only about 4% operate as true "value
engines."

Deloitte's 2025 CFO Signals survey put the paradox
in the most finance-literate way. Eighty-seven
percent of CFOs said AI will be "very important" or
"extremely important" to finance in 2026. Only 21%
had seen tangible value from AI investments so far.
On average, 93% of AI budget is going to technology
and just 7% to people and process — exactly the
inverse of what works.

An honest reading: individuals are winning with AI.
Organizations are not.
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What an AI harness actually is.

E X H I B I T  0 2 Anatomy of an enterprise AI harness — three layers of shared
scaffolding.

Source: EvoNova Advisors framework, 2026. Adapted from observed enterprise AI deployment patterns.

"Harness" is a term of art in the AI research
community, though it has not yet entered boardroom
vocabulary. It is worth introducing carefully, because
once you have it, much of what has been confusing
about enterprise AI becomes clear.

In technical usage, a harness is the scaffolding that
wraps a base AI model and turns raw model
capability into reliable, productive work. It includes
the tools the model can call, the data it can access,
the prompts and instructions it operates under, the
memory it carries between interactions, the
guardrails that keep it in bounds, and the evaluation
systems that measure whether it is actually doing a
good job.

The open-source community around EleutherAI's lm-
evaluation-harness has used the term for years.
Anthropic's engineering publications discuss
"harness design" as the central discipline of building
agents that work. Benchmarks like SWE-bench and
OSWorld explicitly measure harness effects, not raw
model intelligence.

The punchline matters for executives: the same AI
model, with a good harness, substantially
outperforms itself with a poor harness. Performance
swings of ten to twenty percentage points on
standardized benchmarks, driven purely by harness
design rather than model capability, are now
routinely documented.

A useful analogy — one finance and accounting

professionals will immediately recognize — comes
from climbing and heavy industry. A climbing harness
does not give a climber strength. It channels that
strength safely into productive work. It distributes
load. It catches mistakes. It enforces process. Two
climbers of identical ability, one in a professional
harness and one tied into a bedsheet, produce very
different outcomes on the same wall.

Enterprise AI is at exactly this moment. The base
models — GPT, Claude, Gemini, Llama — are the
climbers. Raw capability is abundant and increasingly
commoditized. What separates the companies that
turn that capability into financial outcomes from
those that do not is the harness: the shared
scaffolding that converts individual prompting into
institutional capability.

A well-designed enterprise AI harness has three
layers. Governance — who is allowed to use which
AI, on which data, with what audit trail. Workflow —
the shared prompts, templates, tool integrations, and
evaluation suites that standardize how work gets
done. Memory — the feedback loops that capture
every refinement, every correction, every won
argument, and turn them into organizational assets
the next person inherits.

Companies without these three layers do not have
an AI strategy. They have ten thousand simultaneous
AI experiments.
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L A Y E R  0 1

Governance
Who uses which AI, on which
data, with what audit trail. The
foundation that makes everything
above auditable and safe.

F O U N DAT I O N

L A Y E R  0 2

Workflow
Shared prompts, templates, tool
integrations, and private
evaluation suites that standardize
how AI is applied to work.

C O N S I S T E N C Y  &  L E V E R AG E

L A Y E R  0 3

Memory
Feedback loops that convert
every correction, override, and
refinement into an institutional
asset. The data flywheel that
compounds.

C O M P O U N D I N G  A DVA N TAG E

E V O N O VA  A D V I S O R S 0 2

Shadow AI is the symptom.
The harness gap is the disease.

Shadow AI exposes you to data loss. The harness gap exposes you to
something more expensive: your competitors will build
compounding institutional intelligence while you build institutional
amnesia.

E X H I B I T  0 3 The harness effect: on standardized benchmarks, harness
design drives more performance than model choice.

Upgrade to a newer-generation base model ~ +1 pt

Redesign the harness around the same model +10 to +20+
pts

0 PTS GAINED +25 PTS ON STANDARDIZED BENCHMARKS

Source: Illustrative directional data. Anthropic engineering publications on harness design (2025); METR RE-Bench research; benchmark evidence from
SWE-bench and OSWorld agent leaderboards. Specific magnitudes vary by task.

Most CFO conversations about AI risk today center
on shadow AI — employees pasting confidential data
into consumer chatbots on personal accounts. The
concern is real. Cyberhaven's 2026 research found
that the share of corporate data flowing into AI tools
that qualifies as sensitive has risen sharply, now
sitting at roughly 35% of all AI-bound data. Netskope
reported that 47% of generative AI users access
tools through personal, unmanaged accounts, with
organizations seeing an average of 223 sensitive-
data incidents per month at AI prompts. Samsung's
2023 leak — source code, equipment defect data,
and internal meeting notes uploaded to ChatGPT
within three weeks — is now a canonical cautionary
tale.

Governance matters. Data leakage is a genuine risk,
and any serious enterprise AI posture must address
it. But shadow AI is the visible symptom of a less
visible and more expensive disease: the harness gap.

When your best FP&A analyst perfects a variance-
decomposition prompt on her laptop over three
months of trial and error, the real loss is not the risk
that a transcript will leak. The real loss is that her
work never enters the company's intellectual

inventory. It does not reach the rest of the team. It is
not refined by the group. It does not persist after she
moves to a new role. The next analyst starts from
zero.

Multiply that by a thousand analysts across
controllership, FP&A, treasury, tax, internal audit, and
business finance, and the shape of the loss becomes
clear. Your company is paying, directly or indirectly,
for ten thousand parallel learning curves and
capturing approximately none of them. Microsoft's
research captures this in one statistic: 78% of
employees using AI at work are bringing their own
tools — meaning, by definition, the company cannot
see, govern, share, or improve what they are doing.

This is why the 95% pilot-failure rate in MIT's NANDA
research is not a verdict on AI. MIT's authors were
explicit: the root cause of pilot failure was not model
quality or infrastructure but a learning gap. Most
enterprise AI deployments lack the integration,
feedback loops, and organizational adaptation that
turn a tool into a capability. In other words, they
lacked a harness.
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What the 6% do differently.

E X H I B I T  0 4 The enterprise harness landscape — organizations capturing AI
value have built shared scaffolding.

Source: Company disclosures and press releases, 2024–2026. Metrics self-reported by named organizations. Productivity and cost figures reflect
organizations' own pilot or deployment claims.

The companies that are capturing real AI value have
one thing in common. It is not the model they chose.
It is the harness they built around it.

Consider what is happening inside professional
services, which is ahead of most industries on
enterprise AI for a simple reason: its entire business is
selling expertise at scale, so the cost of not
harnessing AI is brutally visible.

KPMG rolled out its internal platform, KymChat, and
reports that roughly 70% of its employees are active
users, with the platform delivering as much as a 50%
productivity lift on targeted workflows and handling
well over 120,000 employee requests. PwC deployed
ChatGPT Enterprise to more than 100,000
employees across its US and UK practices and has
publicly described building hundreds of custom GPTs
and AI agents tuned to specific tax, audit, and
advisory workflows.

Deloitte's Zora AI, launched in 2025, targets agentic
finance workflows; Deloitte projects that its internal
Zora deployment in expense management will deliver
up to 40% productivity gains and a 25% cost
reduction while liberating thousands of finance-team
hours annually. EY announced its EY.ai Agentic
Platform with NVIDIA in 2025, starting with tax, risk,
and finance.

Note what these initiatives are not. They are not
primarily about model choice. None of these
organizations claims competitive advantage from
having a better base model. What they are building is
harness: governed, shared, enterprise-wide
scaffolding that standardizes how their people apply
AI to professional work.

The same pattern holds outside professional
services. Harvey, the legal-AI platform, reports that it
serves more than 100,000 lawyers across roughly
1,000 organizations and 60 countries. Allen & Overy
Shearman has deployed Harvey across its
approximately 4,000-person firm, with roughly 2,000
lawyers actively using its contract-review capability
and reporting a 30% reduction in contract-review
time. Microsoft Copilot Studio, deployed in more than
30,000 organizations, reports that customer-service
copilots deflect roughly 60% of queries and save
individual enterprises 21,000 employee hours
annually. Glean, which packages enterprise search,
permissions, and AI orchestration into a single
platform, has become a category in its own right.

The common thread is obvious once you see it. None
of these are "AI tools." They are harnesses: the
scaffolding that turns a general-purpose model into a
repeatable, auditable, improving enterprise capability.
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I N T E R N A L  P L A T F O R M

KPMG KymChat

~70% employee adoption

Up to 50% productivity lift

120,000+ employee requests

I N T E R N A L  P L A T F O R M

PwC ChatPwC &
Custom GPTs

100,000+ employees deployed

Hundreds of custom GPTs &
agents

Tax, audit, advisory workflows

I N T E R N A L  P L A T F O R M

Deloitte Zora AI

Up to 40% productivity gain

Up to 25% cost reduction

Agentic finance workflows

V E R T I C A L  S A A S
H A R N E S S

Harvey (Legal AI)

100,000+ lawyers served

30% contract-review speedup

A&O Shearman: 4,000-person
firm

H O R I Z O N T A L  P L A T F O R M

Microsoft Copilot
Studio

30,000+ organizations

~60% query deflection

21,000 hours saved / enterprise

E N T E R P R I S E  G R A P H

Glean /
Enterprise
Search

Permissions-aware retrieval

100+ integrated tools

Organizational memory layer
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The finance and accounting harness in
practice.

E X H I B I T  0 5 The finance and accounting harness in action — three
workflows where shared scaffolding compounds.

C L O S E  &
C O N T R O L L E R S H I P

The harnessed
close
Standardized reconciliation
prompts, shared accrual logic,
consistent variance narratives,
audited journal-entry workflows.

P L A T F O R M S

Copilot for Finance · SAP Joule ·
BlackLine · Oracle Fusion

Close-cycle compression that
accrues to the function, not the
analyst.

F P & A

The harnessed
forecast
ML-driven baselines, shared
scenario templates, explainable
variance decomposition, reusable
commentary patterns.

P L A T F O R M S

Workday Adaptive · Anaplan Polaris ·
Pigment · Oracle EPM

Forecast accuracy and cycle-
time gains that survive
attrition.

C O N T R O L S  &  A U D I T

The harnessed
control
100% population testing on JEs,
access reviews, and anomaly
detection — with full audit trail
and governance.

P L A T F O R M S

AuditBoard · Hyperproof ·
MindBridge · KPMG Clara-style
patterns

Sampling replaced with
continuous monitoring; audit-
ready by design.

Source: EvoNova Advisors synthesis of vendor disclosures, 2025–2026. Platform listings illustrative, not exhaustive.

For finance and accounting leaders, the harness
imperative is concrete and near-term. Three
illustrative workflows suggest where to start.

M O N T H -E N D  C L O S E  &  C O N T R O L L E R S H I P

The close is high-volume, high-repetition, high-
stakes work — precisely the profile where a well-built
harness compounds. SAP's Joule AI agent
automates accrual proposals, journal-entry drafting,
and cash-management tasks, with SAP positioning it
as covering the majority of frequently used finance
transactions. BlackLine's AI-enabled reconciliation
platform is credited with substantial automation of
account reconciliations and meaningful reductions in
manual close work. Microsoft Copilot for Finance has
been publicly associated with material reductions in
close-cycle time among early adopters. These are
not individual-productivity claims. They are platform-
level claims — the value accrues to the close
function, not to one controller.

F I N A N C I A L  P L A N N I N G  &  A N A LY S I S

Workday's Adaptive Planning, now with embedded
ML and generative AI, was the subject of a
commissioned Forrester Total Economic Impact
study that modeled 249% ROI across a composite of

five interviewed customers, with documented
productivity gains in forecasting and variance
analysis and reductions in forecasting cycle times.
The story is not "analysts got faster at Excel." The
story is "forecasting became a shared, improving
organizational capability rather than an artisanal
one."

R I S K ,  C O N T R O L S  &  I N T E R N A L  A U D I T

KPMG's Clara platform, integrated with Azure AI,
automates vouching and workpaper assembly and
enables 100% population testing of revenue and
expense lines, replacing the 5–10% sample that
traditional audits rely on. The implication for
corporate internal audit and SOX teams is direct:
similar harnessed approaches — applied to journal-
entry testing, access reviews, and anomaly detection
— turn a statistical sampling exercise into a
continuous-monitoring one.

The common pattern across all three: the value does
not come from an individual learning to prompt
better. It comes from the organization
institutionalizing the prompting, the workflow, the
controls, and the feedback loop — and running
everyone on the same harness.
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The counterargument — and why it's
incomplete.

The CFO's harness playbook.
Most finance leaders do not need a moonshot. They need a repeatable, four-phase path to a working enterprise
AI harness. Drawing on patterns observed across successful deployments, a defensible sequence looks like this.

E X H I B I T  0 6 The CFO's harness playbook — four phases from shadow AI to
compounding capability.

Source: EvoNova Advisors, 2026. Based on observed enterprise AI deployment patterns across professional services, finance, and adjacent knowledge-
work sectors.

A reasonable objection is that bottom-up AI adoption
will, given time, compound naturally into enterprise
value. Best practices will spread. The good prompts
will be shared. The market will sort it out.

The evidence does not support this optimism, for
three reasons.

First, signal does not leave the individual. When
an analyst refines a variance-analysis workflow in a
consumer chat window, there is no mechanism —
technical, cultural, or economic — by which that
refinement is captured, governed, and propagated.
When she leaves the company, the refinement
leaves with her. Multiply this by the natural attrition of
a finance organization, and the enterprise is, in
aggregate, losing institutional knowledge through AI
use, not accumulating it.

Second, inconsistency is not a rounding error. If
ten analysts build ten slightly different prompts for
commission accrual or revenue recognition, the
output is ten slightly different accounting answers. In
domains where reproducibility, audit trail, and
regulatory defensibility matter — virtually every

domain finance and accounting touches —
inconsistency is the problem, not the side effect. A
harness enforces consistency by design.

Third, the data-governance clock is ticking.

Regulators in the EU (the AI Act), the US (SEC and
PCAOB guidance), and major financial jurisdictions
are formalizing expectations for AI audit trails, model
risk management, and data residency. Companies
operating without a harness will likely lack the audit
trail and governance infrastructure the next
regulatory cycle will require — and rebuilding that
after the fact is substantially more expensive than
building it in from the start.

The coexistence view — frontier AI for novel
reasoning, harnessed enterprise AI for volume work
— is almost certainly the right long-term
architecture. But "coexistence" does not happen by
accident. It happens because someone built the
enterprise side of it. Companies still counting on
bottom-up adoption to carry them into that
architecture are making the same bet that failed 95%
of the pilots MIT studied.
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P H A S E  0 1

Observe
Measure shadow AI through
existing DLP and network
telemetry. Understand what
employees are actually doing
before writing policy.

M O N T H S  1 – 2

P H A S E  0 2

Standardize
Build shared prompts,
templates, and evaluation
suites around 2–3 high-
volume workflows. The 93% of
work most budgets skip.

M O N T H S  3 – 6

P H A S E  0 3

Govern
Layer in formal AI policy,
enterprise platform, named
owners, and audit trail.
Governance after workflow is
leverage; before, it is theater.

M O N T H S  6 – 1 2

P H A S E  0 4

Compound
Capture every override and
correction as training signal.
Build the data flywheel that no
competitor can replicate from
scratch.

M O N T H S  9 – 1 8
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A B O U T  T H E  A U T H O R Dan Martz
Founder of EvoNova Advisors LLC, a strategic advisory firm focused on enterprise AI
architecture and digital transformation. Dan advises CFOs, finance leaders, and enterprise
executives on building proprietary AI capabilities that create lasting competitive
advantage.

P H A S E  1  —  O B S E R V E  B E F O R E  YO U
G OV E R N

Before rolling out policy, measure shadow AI. Use
existing DLP and network telemetry to understand
how and where employees are already using AI, what
data is flowing, and where real productivity is being
captured. Policies built without this visibility tend to
ban the wrong things and miss the right ones.
Typical timeline: one to two months.

P H A S E  2  —  S TA N DA R D I Z E  T H E
W O R K F L O W  L AY E R

Pick two or three high-volume, high-friction
workflows — close, variance commentary,
reconciliation, SOX testing, forecast commentary —
and build a shared harness around them. That means
a standard prompt library, a vetted data-access
pattern, a documented human-in-the-loop control,
and a private evaluation suite that tests outputs
against ground truth. This is the work 93% of AI
budgets skip and that 100% of successful
deployments do. Typical timeline: three to six
months.

P H A S E  3  —  G OV E R N  A S  YO U  S C A L E

With workflows proven and data flows visible, now
layer in formal governance: an AI use policy, an
enterprise AI platform (whether built on Copilot,
Gemini, Claude Enterprise, or a bespoke stack),
named accountable owners, and an audit trail that
your internal audit team and external auditor can test.
Governance without workflow evidence becomes
theater. Governance after workflow evidence
becomes leverage.

P H A S E  4  —  C O M P O U N D  T H E  M E M O R Y
L AY E R

This is where the 6% win. Every expert override,
every correction, every edge case — captured as
training data, codified into the prompt library,
replayed in the evaluation suite. The data flywheel is
not hypothetical. Companies that start collecting the
signal in month six have twelve months of proprietary
feedback data by month eighteen — the
compounding asset no competitor can replicate from
scratch.

None of these phases require a lab. They require the
discipline to treat AI as organizational infrastructure
rather than personal productivity software.

The window.
Every month that passes, the gap between
harnessed and unharnessed organizations widens.
Not because the harnessed ones bought a better
model — the models are converging — but because
they are accumulating proprietary workflow signal,
governed data, and institutional memory that
compounds. Competitors who started in 2024
already have two years of that compounding. Those
who start in 2027 will be starting far behind.

Your employees are already using AI. They are
already getting faster. The only remaining question is
whether your company becomes smarter because of
it, or merely poorer for having paid for it twice —
once in subscription fees, and once in institutional
knowledge walking out the door.

The 6% have already answered that
question. The rest still have time —
but not much.
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